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Abstract: 

In all sorts of sport games people always try to predict who they think will be the winner. 

Either for a personal friendly bet with a friend, or a big stakes bet in Vegas. People use their 

personal intuition to make these decisions. However, they are somewhat based on statistics about 

the teams involved (FG percentage, number of blocks, points allowed per game, rebounds etc..). 

In fact, in basketball up to 96% of a team’s score can be attributed to 4 statistics: effective field 

goal percentage, turnover percentage, and ratio of free throws to total field goal attempts. These 

4 stats are known as the “Four Factors” because they can account for so much of a team’s score. 

In addition to the Four Factors I also experimented with using Pace and Ortg. A multi-layer feed-

forward neural network was used, and was trained with many different parameters such as 

number of layers, number of neurons per layer, and different activation functions. It was also 

necessary to run with a set of parameters multiple times to prevent the weights getting stuck at a 

local minimum. This happened quite frequently. The project has shown that these 6 features 

chosen for my feature vector were extremely effective at choosing a winner. 

Why I chose my features? 

 

Basketball is full of statistics. Individual players, offenses, defenses and entire teams all 

have a plethora of statistics that attempt to quantify how the player/team/offense/defense 

performs. When I first started this project I knew that I wanted to try and generalize a team as 

much as possible. By generalize I mean I wanted to focus on a team’s statistics rather than 

individual players. My reasoning was that using stats that were more generalized would be better 

at being more flexible when introduced to real world predictions. My idea was proved neither 

right nor wrong by this project, but rather invites further research on the subject. 
 

Explanation of Data 

 

Obtained from http://www.basketball-reference.com/about/glossary.html 

 

Pace 

(available since the 1973-74 season in the NBA); the formula is 48 * ((Teams Possesion + 

Opponents Possesion) / (2 * (Teams Minutes Played / 5))). Pace factor is an estimate of the 

number of possessions per 48 minutes by a team. (Note: 40 minutes is used in the calculation for 

the WNBA.) 

 

eFG% 

Effective Field Goal Percentage; the formula is (FG + 0.5 * 3P) / FGA. This statistic adjusts for 

the fact that a 3-point field goal is worth one more point than a 2-point field goal. For example, 

suppose Player A goes 4 for 10 with 2 threes, while Player B goes 5 for 10 with 0 threes. Each 

player would have 10 points from field goals, and thus would have the same effective field goal 

percentage (50%). 

 

TOV% 

Turnover Percentage (available since the 1977-78 season in the NBA); the formula is  



100 * TOV / (FGA + 0.44 * FTA + TOV). Turnover percentage is an estimate of turnovers per 

100 plays 

 

ORB% 

Offensive Rebound Percentage (available since the 1970-71 season in the NBA); the formula is 

100 * (ORB * (Tm MP / 5)) / (MP * (Tm ORB + Opp DRB)). Offensive rebound percentage is 

an estimate of the percentage of available offensive rebounds a player grabbed while he was on 

the floor. 

 

FT/FGA 

Also called the Free Throw Factor. The free throw factor is a measure of both how often a team 

gets to the line and how often they make them. 

 

ORtg 

Offensive Rating (available since the 1977-78 season in the NBA); for players it is points 

produced per 100 posessions, while for teams it is points scored per 100 possessions. 

 

 

Discussion on the Four Factors 

 

The four factors are a term coined by Dean Oliver, author of Basketball on Paper, in it he 

identified what he called the “Four Factors of Basketball Success” and he assigned a weight to 

each factor: Shooting (40%), Turnovers (25%), Rebounding (20%), Free Throws (15%). These 

can be applied to both offenses and defenses. In my project I just used the numbers from the box 

score, which is the offensive version for that team. I wanted a simple feature vector without 

noisy, unnecessary data. Since team one’s offensive four factors are related to team two’s 

defensive four factors I was confident that we only needed the offensive factors for each team.  

 

Datasets 

 

The datasets I used were collected from basketball-reference.com and consist of every 

regular season game from 1999 to 2013. I used the 2012-2013 basketball season as my training 

set and then all the other seasons comprised my testing set. I collected all the raw html files, and 

from them I extracted the 6 aforementioned features as well as the final score of each game.  

Here are the mean and variation for the 6 features used.  

 

Training Set: 

 

  Pace  eFG%      TOV%     ORB%      FT/FGA     Ortg 

mean 91.40829943 0.497877 13.1917 26.27465 0.206666 106.6041 

variation 23.28478254 0.004331 11.3399 60.51693 0.006097 131.1607 

 

 

 

 

 



Testing Set: 

 

                   Pace eFG%      TOV%     ORB%      FT/FGA     Ortg 

mean 90.88286 0.487866 13.22244 27.40336 0.235759 106.3606 

variation 28.01746 0.004187 12.66526 61.34182 0.007793 133.6115 

       

 

Statistics for top 7 Performing ANNs 

 

These seven configurations were chosen because they are capable of producing less than 

.003 error after training without using a thresholded activation function for the output nodes 

(note that it might be necessary to train several times in order to find the lowest error). All of 

these configurations will have a 0.0 error for classification when a threshold is applied to the 

output node. This is the format that my goodMLPConfigsWithoutError.txt file takes as input for 

a Multi-Layer Perceptron configuration (see the README file for more information about my 

code). The explanation of the input format is as follows: 

4;     no of layers, including input and output layers 

4;8;8;2   no of units on each layer 

0;4;8;8;  no of inputs for each layer 

0;1;1;1;  flatness of the sigmoid function (1: normal sigmoid function, >1: flatter, <1: sharper).  

0;.4;.3;.2;  momentum parameter (0: no momentum). Should be 0 (inclusive) and 1 (exclusive) 

s;s;s;l; the type of the activation function. It can either be "s: sigmoid" or "l: linear" or “o” which 

is for thresholding the output nodes. 

 

Config #1    Config#2   Config#3 

3;    3;    3; 

12;9;1;    12;9;1;    12;16;1; 

0;12;9;    0;12;9;    0;12;16; 

0.0;0.5;0.5;   0.0;0.7;0.7;   0.0;0.6;0.6; 

0.0;0.0;0.0;   0.0;0.0;0.0;   0.0;0.0;0.0; 

s;s;s;    s;s;s;    s;s;s; 

Config#4    Config#5   Config#6  

3;    3;    4; 

12;18;1;   12;20;1;   12;13;13;1; 

0;12;18;   0;12;20;   0;12;13;13; 

0.0;0.5;0.5;   0.0;0.6;0.6;   0.0;0.5;0.5;0.5; 

0.0;0.0;0.0;   0.0;0.0;0.0;   0.0;0.0;0.0;0.0; 

s;s;s;    s;s;s;    s;s;s; 

Config #7  

4; 

12;17;17;1; 

0;12;17;17; 

0.0;0.5;0.5;0.5; 

0.0;0.0;0.0;0.0; 

s;s;s;s; 

 



Attempts to Reduce Dimensionality 

 

 I made two attempts to reduce the dimensionality of my input feature vector. First off, I 

calculated the mean and variation for every statistic for my training set and my testing set. I 

quickly noticed that the variation among eFG% and FT/FGA was very low. I removed them from 

my input and observed no significant change in error for both the known statistics testing set as 

well as the predicted statistics testing set. This makes sense because the variation for these two 

statistics were very low, so the ANN was able to perform just fine without them. My second 

attempt at dimensionality reduction was to remove Pace and Ortg, effectively only using the 4 

factors as my input. This too caused a significant increase in error for the known statistics testing 

set, but had little change on the predicted statistics testing set.   

 

 

Discussion of Results 

 

This project confirms to some extent the claims by Dean Oliver that the Four Factors are 

very important for determining who wins a basketball game. I cannot speak on the correctness of 

his assigned weights, but when used together, these 4 statistics (plus Pace and Ortg) have some 

very powerful predicting capabilities. Surprisingly enough, the 4 factors alone were not nearly as 

good at prediction as Dean Oliver claimed. Without Pace and Ortg the performance of my 

various ANNs decline significantly. Furthermore, I was able to remove eFG% and FT/FGA, two 

of the four factors, without experiencing any noticeable change in performance. This is 

somewhat at odds with Oliver’s claims about the 4 factors, especially the fact that he assigns 

such a large weight to shooting (eFG% and FT/FGA are measures of shooting). I can only 

speculate that removing these two features did not cause a change in performance because 

somehow the information associated with these two stats are contained within other stats. The 

fact that Pace and Ortg were so important somewhat confirms this. It is reasonable to believe that 

Pace and Ortg are able to capture the information associated with eFG% and FT/FGA as well as 

additional information.  

Many different ANN configurations were capable of correctly classifying the testing set 

with 100% accuracy. To do this, the network was trained using a sigmoid activation function for 

the output of each layer. After training, the output layers activation function is changed from a 

sigmoid function to a thresholded sigmoid function. We must use the sigmoid function during 

training in order to do backpropagation. Let O(x) = output of the ANN. Then we have 

O(x) = 1 if output node is greater than .5, otherwise we output 0. 

1 corresponds to team 1 wins (the away team), and 0 corresponds to team 2 winning (the home 

team).  

 Now I must clarify my claim a bit, because 100% accuracy is a seriously bold claim and 

without further explanation my claim is very misleading. The training and testing set consisted of 

games that had already been played, and the corresponding statistics that the team actually put up 

for that particular game. Now when looking ahead to the future to predict, one does not know 

what stat line both teams will put up for that particular game. This complicated my problem a bit, 

as my initial project had not included attempting to predict individual stats for a basketball game, 

but rather was about predicting which team would win (as I came to learn, these two problems 

were more intertwined then I had anticipated). I tried predicting stats and was able to come up 

with a slightly greater than 60% success rate. My method for prediction was very simple and I 



think must be improved upon in order to increase classification accuracy. It consisted of taking 

all the stats that a team had put up prior to the game occurring and averaging them and then 

using that as my input. My results suggest that accuracy could be improved significantly if the 

accuracy of predicting the individual stats could be increased.  

 Attempts to estimate the input features for the ANN proved challenging and yielded 

different results then using the known stat lines. I ran all 7 configurations using all 6 features, 

then I omitted Pace and Ortg (only using the Four Factors), and then omitted eFG% and 

FT/FGA. With all 3 different feature vectors, the networks performed pretty much the same with 

an accuracy ranging from 58% to 62%.  

Here are some tables that display my results: 

The training set was the 2012-2013 NBA season; every ANN was then tested with the NBA 

seasons from years 1999-2012. Note that I could not provide an error term for the predicted 

inputs when NOT thresholding the output. This was because of underflow. The columns for 

these tests that resulted in underflow are marked as N/A. This only happened when predicting the 

inputs without using a threshold for the output node. 

Without attempting to predict the stats, but instead using the known stats: 

Top 7 Mlp 

Configs 

      

using all 6 

features 

      

 error(no thresholding 

of output) 

error(with 

thresholding) 

Tp Tn Fp Fn 

Config#1 0.001903662 0 6171 9369 0 0 

Config#2 0.002431132 0 6171 9369 0 0 

Config#3 0.002703245 0 6171 9369 0 0 

Config#4 0.002684153 0 6171 9369 0 0 

Config#5 0.0021269 0 6171 9369 0 0 

Config#6 0.002712248 0 6171 9369 0 0 

Config#7 0.002203826 0 6171 9369 0 0 

 

 

 

 

 

 



Top 7 Mlp 

Configs 

      

No pace or Ortg       

 error(no thresholding 

of output) 

error(with 

thresholding) 

Tp Tn Fp Fn 

Config#1 0.444452981 0.375933076 1484 8191 1178 4687 

Config#2 0.447120026 0.374 1535 8195 1174 4636 

Config#3 0.448256375 0.376512227 1689 8000 1369 4482 

Config#4 0.447996688 0.375933076 1652 8046 1323 4519 

Config#5 0.44479614 0.374517375 1647 8073 1296 4524 

Config#6 0.445378378 0.375997426 1608 8089 1280 4563 

Config#7 0.447555107 0.377284427 1861 7816 1553 4310 

 

Top 7 Mlp 

Configs 

      

No FT/FGA or 

eFG% 

      

 error(no thresholding 

of output) 

error(with 

thresholding) 

Tp Tn Fp Fn 

Config#1 0.002237038 0 6171 9369 0 0 

Config#2 0.00500817 0 6171 9369 0 0 

Config#3 0.003464932 0 6171 9369 0 0 

Config#4 0.006493169 0 6171 9369 0 0 

Config#5 0.002821353 0 6171 9369 0 0 

Config#6 0.002506817 0 6171 9369 0 0 

Config#7 0.001447806 0 6171 9369 0 0 

 

 

 

 

 

 

 

 



Now we use predicted statistics for input to the ANN. Each stat is predicted by averaging each 

teams stats from all previous games in that season. For games in the beginning of the season 

where no previous data is available to estimate, then we use the previous season.  

Top 7 Mlp 

Configs 

      

using all 6 features     

 error(no thresholding 

of output) 

error(with 

thresholding) 

Tp Tn Fp Fn 

Config#1 N/A 0.396326452 3927 5481 3914 2258 

Config#2 N/A 0.387 3567 5985 3410 2618 

Config#3 N/A 0.411065775 4277 4899 4496 1908 

Config#4 N/A 0.398856657 4006 5361 4034 2179 

Config#5 N/A 0.405745117 4169 5089 4306 2016 

Config#6 N/A 0.387418961 3712 5836 3559 2473 

Config#7 N/A 0.420679835 4520 4504 4891 1665 

 

Top 7 Mlp 

Configs 

      

Without Pace 

and Ortg 

      

 error(no thresholding 

of output) 

error(with 

thresholding) 

Tp Tn Fp Fn 

Config#1 N/A 0.397189733 0 9395 0 6185 

Config#2 N/A 0.440 1805 6923 2472 4380 

Config#3 N/A 0.405688744 448 8817 578 5737 

Config#4 N/A 0.403735829 196 9098 297 5989 

Config#5 N/A 0.398070378 326 9056 339 5859 

Config#6 N/A 0.400475418 613 8734 661 5572 

Config#7 N/A 0.397405254 7 9384 11 6178 

 

 

 

 

 

 

 



Top 7 Mlp 

Configs 

      

Without eFG% and FT/FGA      

 error(no thresholding 

of output) 

error(with 

thresholding) 

Tp Tn Fp Fn 

Config#1 N/A 0.409684321 4249 4948 4447 1936 

Config#2 N/A 0.395 3857 5572 3823 2328 

Config#3 N/A 0.401585931 4061 5263 4132 2124 

Config#4 N/A 0.3879382 3658 5883 3512 2527 

Config#5 N/A 0.392736422 3802 5663 3732 2383 

Config#6 N/A 0.386282445 3549 6017 3378 2636 

Config#7 N/A 0.388387689 3628 5906 3489 2557 

 

Conclusion 

 This project confirms that the six features (Pace, eFG%, TOV%, ORB%, FT/FGA, and 

ORtg) I used have very powerful predicting power for choosing the winner of an NBA game. 

Furthermore, this list of six can be reduced to four features (Pace, TOV%, ORB%, and ORtg) 

without any noticeable change in accuracy. The great success that my networks had with 

predicting (although it is more like choosing) the winner with the testing set of known statistics 

for a game suggest that with a better predictive model for my feature vector accuracy would 

significantly increase. The inability to accurately predict a team’s stat line for a game in the 

future was the real limiting factor that seriously hurt my rate of successful classification. My 

project suggests that, when using these six or four features, one can very accurately predict the 

winner, and that the real problem at hand is NOT using these features to predict the outcome, but 

rather attempting to estimate what these features will be for a game that has not happened yet. 

Since the future is never set in stone, it would be impossible to expect 100% accuracy in 

predicting these statistics, however a model that could accurately predict these features would 

provide significant predictive power. My attempt at predicting these stats did nothing to take into 

account which team was playing which, and since these statistics are very dependent on many 

different variables, I am confident in saying that my attempt at stat line prediction was very 

ineffective. More research is necessary for predicting these statistics, and I am very confident 

that a better predictive model would significantly increase the accuracy of my networks. 


